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AbstractÐIn this paper, we propose new algorithms for accurate nonrigid motion tracking. Given an initial model representing general

knowledge of the object, a set of sparse correspondences, and incomplete or missing information about geometry or material

properties, we can recover dense motion vectors using finite element models. The method is based on the iterative analysis of the

differences between the actual and predicted behavior. Large differences indicate that an object's properties are not captured properly

by the model describing it. Feedback from the images during the motion allows the refinement of the model by minimizing the error

between the expected and true position of the object's points. These errors are due to flaws in the model parameter estimation such as

geometry and material properties. Unknown parameters are recovered using an iterative descent search for the best nonlinear finite

element model that approximates nonrigid motion of the given object. During this search process, we not only estimate material

properties, but also infer dense point correspondences from our initial set of sparse correspondences. Thus, during tracking, the model

is refined which, in turn, improves tracking quality. As a result, we obtain a more precise description of nonrigid motion. Experimental

results demonstrate the success of the proposed algorithm. The method was applied to man-made elastic materials and human skin to

recover unknown elasticity, to complex 3D objects to find details of their geometry, and to a hand motion analysis application. Our work

demonstrates the possibility of accurate quantitative analysis of nonrigid motion in range image sequences with objects consisting of

multiple materials and 3D volumes.

Index TermsÐPhysically-based vision, deformable models, nonrigid motion analysis, biomedical applications, finite element analysis.

æ

1 INTRODUCTION

1.1 Motivation

MOTION analysis is an important research domain in
computer vision. Methods for nonrigid motion

analysis usually are based on certain nonrigidity assump-
tions that take into consideration motion types such as
elastic, articulated, etc. Since nonrigid motion has an
extremely varying nature, it is unlikely that a single
nonrigidity assumption can model all possible situations.
Therefore, a priori knowledge can help to limit the possible
range of nonrigid behavior. Physically-based modeling
involves the use of natural properties of objects to
determine motion parameters. If such properties are
known, the modeling can be very accurate. We utilize the
Finite Element Method (FEM), based on expectations of
these properties, analyze model behavior, and estimate the
missing parameters.

A finite element model usually contains the following

information about the object [1]: 1) geometry, subdivided into

finite elements, 2) materials, 3) constraints, and 4) forces.

Defining FEM models is a straightforward process for

traditional engineering applications. It becomes a much

more intricate task for computer vision problems since we
can have problems understanding the geometry (using
available range data) or can have incomplete or imprecise
knowledge about materials. In addition, constraints and
forces cannot be considered a priori knowledge in most
cases since they are expressed through the specifics of
nonrigid motion for a given object. For completeness, the
physically-based models require detailed data which is
often not available. On the other hand, generalization and
simplification attempts compromise the advantages gained
from using such models.

Our previous work [2] assumed that all necessary a priori
knowledge was available. It was directed towards improv-
ing efficiency of nonlinear FEM given complete information
about the object. In this paper, we propose methods to
construct initial models of objects undergoing nonrigid
motion (sufficient to start tracking) and, then, to refine them
using optimization procedures. Given an initial model
representing general knowledge of the object, a set of
sparse correspondences, and incomplete or missing infor-
mation about geometry or material properties, we can
recover dense motion vectors using finite element models.
These ªadditionalº properties of objects that initially seem
to pose a problem for precise modeling, once estimated,
allow us to improve motion tracking accuracy and object
understanding quality.

We analyze this approach using experiments with man-
made objects to estimate unknown material properties or
missing geometry information and then look at the
particular problems of hand motion which can be solved
using nonlinear FEM. Hand motion experiments are
subdivided into two groups: motion of the normal hand
and motion of the hand with burn scars.
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1.2 Previous Work

In computer vision, physically-based modeling is used most
often for 3D shape fitting and motion analysis. Metaxas and
Terzopoulos [3] presented a physically-based approach to
shape modeling that simultaneously satisfies the require-
ments of reconstruction and recognition. DeCarlo and
Metaxas [4] proposed incorporating blending into deform-
able models. Neuenschwander et al. [5] defined deformable
surfaces using elastic model representation as triangulated
meshes. Nastar and Ayache [6] dynamically estimated
nonrigid motion by physically-based deformable models
and described it using modal amplitudes and Fourier
harmonics. Kita [7] used an elastic model to extract regions
from several views of a deformable object and applied it to
analysis of X-ray images of a stomach. Sclaroff and
Pentland [8] used FEM to obtain a parametric description of
nonrigid motion in terms of its similarity to known extremal
views. Young and Axel [9] built a finite element model of the
left ventricle to fit material points tracked in biplanar views.
Metaxas and Koh [10] used local adaptive finite elements to
represent 3D shapes efficiently. Davis et al. [11] designed the
Elastic Body Spline (EBS) to approximate behavior of a
homogeneous, isotropic, elastic material subjected to a load.
The EBS was applied to matching 3D magnetic resonance
images (MRIs) used in the evaluation of breast cancer. A finite
element model that learns the correct physical model of
human lips by training from real data was proposed by Basu
and Pentland [12]. The use of nonlinear FEM for nonrigid
motion analysis was initially suggested by Huang and
Goldgof [13] and, later, further investigated by Tsap et al. [2].

There has been a significant amount of work in
characterizing the material properties of the skin and its
relations to movement. The models range from plane
geometric models based on continuum mechanics [14] to
finite element-based methods [15]. Hyperelastic constitutive
models have been shown to be appropriate to represent the
material behavior of soft tissues [16]. Articulated motion,
such as that exhibited by a wrist or hand, is another active
area of research. Terzopoulos and Metaxas [17] tracked
articulated motion using deformable superquadric models.
Regh and Kanade [18] used a 3D hand model to track a
hand. They compared line features from the images with
the projected model and performed incremental state
corrections. Corrections were local since the motion was
relatively small. In [19], Regh and Kanade used a kinematic
model to predict occlusions and windowed templates to
track partially occluded objects, including fingers. A similar
work was presented by Kuch and Huang [20] with the
synthesis process that could fit the hand model to any
person's hand. Tracking scenarios were used to verify its
effectiveness. Delingette [21] used simplex meshes to
recover the shape by connecting separately built models.
A review by Aggarwal and Cai [22] classified approaches to
the human motion analysis, tasks involved, and major areas
related to the human motion interpretation.

1.3 Overview

The method presented in this work assumes that a global
knowledge of the object and a set of sparse correspondences
are available. The goal is to estimate initially unknown local
properties of object's parts. These parameters are not
directly recoverable from visual observations. We use a

sparse set of point correspondences P to build a model,
another set of point correspondences Q to guide the search,
and one more set to validate final results. Adjustments Hi

(i is an iteration number) to finite element model properties
are calculated by estimating the difference between the
predicted (~Qi) and actual positions of guiding points (Fig. 1).
This process continues until the error �Qÿ ~Qi� is a
minimum. The output is a dense set of correspondences
~Qi and the geometry or material properties estimates.

The remainder of the paper is divided into six sections.
Section 2.1 presents the proposed iterative refinement
method. Section 2.2 provides background for ground truth
elasticity, estimates and explains the concept of relative
elasticity, and defines the tracking error. Sections 3, 4, and 5
demonstrate experimental results of applying the algorithm
to 3D range image sequences of elastic materials, human
skin and hand motion. The last section summarizes the
results of this research.

2 DESCRIPTION AND EVALUATION OF THE METHOD

2.1 Iterative Refinement of the Model

Assumptions and goals. Let us assume that a sparse set of
point correspondences is established and that a general
knowledge of the object being tracked is available. Is this
information sufficient to describe nonrigid motion very
precisely? The answer isÐpossibly, but not most of the
time. What we really need to achieve an accurate descrip-
tion of nonrigid motion is to recover a dense set of
correspondences, as well as missing geometry and material
properties information. Strain is another nonrigid motion
descriptor not available directly from visual observation
(image sequences).

Our model starts with what we can accomplish right
awayÐuse available data to initialize the tracking by
approximating some parameters if necessary. The model
is local to comprise a relatively small number of elements
for small execution times. Basically, an initial FEM model
assumes the ªsimpleº geometry and uniform material
properties (specific models are discussed in experimental
sections). Inverse problem (deducing the unknown model
parameters from observed results) requires the knowledge
of displacements for feature points of the model to recover
external forces that can explain the nature of shape changes
happening to the object of interest. Such displacements are
evaluated not only for the initial sparse set of point
correspondences (keypoints in the model) between the
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Fig. 1. General approach.



images before and after the motion, but also for all of the
model's nodes as a result of inverse FEM computation.

Finding model areas that need improvement. Areas (or
volumes) with material properties or geometry different
from initial assumptions are localized first. Abrupt changes
in strain distributions signify some kind of ªabnormalityº in
the motion and deformation of the object. It is also possible
to suggest a number of external force/boundary conditions
configurations producing similar effects; however, since, in
described experiments, boundary conditions (defined by
boundary nodes) and force patterns are known, ªabnorm-
alitiesº are the main sources of inconsistencies between the
model behavior and the visual data. ªAbnormalityº is a part
of the area (volume) initially assumed to have the same
properties. However, it produces a different response to a
uniform, unidirectional load pattern. Such dissimilarities
suggest that part of the object has different geometry or
elasticity. Having such information can certainly enhance
tracking quality. The knowledge, which has always been
considered a priori, can actually be acquired as a result of
nonrigid motion. For example, analysis of observed
deformations uncovers true response of the material.
Material properties are adjusted to match the observed
response. The same applies to varying shapes of parts of the
object when assumed geometry, not elasticity, is the factor
contributing to the total error.

Recovering missing parameters. Estimating the differ-
ence between the predicted displacements and information
being fed to the system as the object moves allows us to
calibrate the model dynamically according to the observed
image information. As stated in Section 1.3, a set Q is used
to guide the search. In most experiments, set P is
represented by all boundary nodes; therefore, it is sug-
gested to use it during all steps of the method. If we apply
displacements of the boundary points only, it is easier to
optimize the value of unknown property inside the area.
Correct local properties and geometry inside the region of
interest can describe the behavior of this region. Set Q is
normally represented by the inside nodes. Iterative adjust-
ment of initially incorrect or missing local property is tied to
the analysis of displacements of guiding points in set Q.
Model performance with adjusted property (in terms of
computed displacements of guiding points) is compared to
their true displacements at every iteration. Displacement
error is an absolute difference between predicted ( ~qj) and
true position (qj) of guiding points:

E �
Xn
j�1

j~qj ÿ qjj: �1�

Minimization of this difference is implemented using an

iterative descent method, such as Brent's method, in one

dimension [23]. The domain is over the unknown parameter

of the object, such as the geometry or the material property,

and the range is the error defined in (1). The method

attempts to utilize parabolic interpolation. To be acceptable,

the parabolic step must fall within the bounding interval

�a; c� and accomplish a movement from the best result

achieved so far that is less than half the movement of the

iteration before last (to guarantee convergence). The

bounding interval �a; c� can be defined based on the

expected range of values for the property we attempt to

recover. The distance from a point already evaluated to a

new point is proportionally limited by the tolerance, which

can be varied. Our experiments (Section 3) will show that

achieving an exceptionally high tolerance without paying

the price in terms of complexity is possible for our problem

domain. Unknown parameter x (the model property being

recovered dynamically) is found as a minimum of an error

function through points E�a�, E�b�, and E�c�

x � bÿ 1

2

�bÿ a�2�E�b� ÿ E�c�� ÿ �bÿ c�2�E�b� ÿE�a��
�bÿ a��E�b� ÿ E�c�� ÿ �bÿ c��E�b� ÿ E�a�� : �2�

The method iterates until the minimum is found (x � xmin).

In the worst possible case, where parabolic steps do not

bring us closer to the minimum, the method proceeds by

employing golden section search. Hence, depending on the

behavior of the function, the method alternates between the

two methods. Therefore, the error is used to update the

parameters directly. Recovered property xmin is then

included into the model as initially unknown property of

ªabnormalº region.
After the tracking accuracy improves, the knowledge

recovered dynamically can be integrated into more complex

models for an even better description of an entire object

(cup holder in Section 4 or hand in Section 5). The

experiments will show how a simple model enables us to

find initially missing properties of different objects (for

example, a burn scar or a hole in a cup holder). The

properties are incorporated into higher-level models such

as a model of the hand that allows for investigation of an

influence of the scar on hand motion.

2.2 Estimation of Ground Truth Elasticity, Relative
Elasticity, and Tracking Error

This section provides background for ground truth elasti-
city, estimates and explains the concept of relative elasticity,
and defines the tracking error. This ground truth informa-
tion is used to validate the proposed approach. To illustrate
the idea about recovering unknown attributes of the object,
we have used two elastic materials with different proper-
ties. During the experiments, one end of the object is fixed
while variable (known) weights are applied to the other
end. The length of the stretchable part is measured with a
micrometer before (L) and after the stretching (L��L) to
determine change in length (�L). Weight is the force with
which gravity ªpullsº on an object's mass. From Newton's
second law of motion, we have F � ma (force equals mass
times acceleration). When the force is the result of gravity,
this equation becomes P � mg, where P is the weight and g
is the acceleration of gravity. Strain can be found as a ratio
of stress � and Young's modulus E [24],

� � �

E
� P

AE
; �3�

or, equivalently, by definition (change of length per unit
length),

� � �L

L
: �4�
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Hence,

�L

L
� P

AE
�5�

and Young's modulus

E � PL

A��L� �
mgL

A��L� ; �6�

where A can be calculated as multiplication of width and
thickness of the material.

The values calculated using (6) provide ground truth
elasticity values for the experiments described in Section 3.1.
However, in the real world, complete knowledge of
geometry is rare. In computer vision, for example, we can
estimate the surface area of the object; however, its
thickness might be unknown. In such cases, we recommend
calculation of the material properties, assuming that the
thickness is the same everywhere. This applies to objects
consisting of multiple materials. In Section 3.1, we estimate
properties of an elastic material embedded in another
material. In this case, elasticity of the target area is actually
estimated proportionally to the ratio of its real b2 and
assumed b1 thickness

E2b2

b1
� mgL

a��L� : �7�

This can provide important information from a computer
vision point of view. Differences in this product signal a
change in either material property or thickness. In our burn
scar research (Section 3.2), we cannot estimate properties of
normal skin for the patients because of the in vivo nature of
the experiments (it is not feasible to apply the setup described
in this section). In this case, define a relative elasticity as:

ER � E2b2

E1b1
: �8�

Hence, we define properties of the second material in
multiples of properties of the first material.

In addition to error guiding the search (Section 2.1), final
additional errors are defined for result evaluation. The
ground truth (defined in this section) is used to evaluate the
error between computed and real properties (Eprop) for
controlled experiments. Another error estimate is based on

tracking results. We omit knowledge of some initial sparse

correspondences and do not include them into model

building or guiding sets. This data becomes our validation

set. Error is computed by comparing the given displace-

ments of the nodes with the ones predicted by the FEM

model (nonlinear FEM implementation discussed in detail

in [25] is based on incremental approximation defined in

[26]). The error is defined per node. Let rj be the jth node

before motion, let qj be the jth node after motion, and let ~qj

be the predicted position of the jth node after the

deformation. The tracking error is, therefore, defined as:

Etracking � 1

n

Xn
j�1

jqj ÿ ~qjj
jqj ÿ rjj; �9�

where n is the number of nodes (keypoints), jqj ÿ ~qjj and

jqj ÿ rjj are distances between points.

3 RECOVERING MATERIAL PROPERTIES

3.1 Controlled Experiments

Let us analyze the stretching of elastic materials using vision

techniques and compare results obtained using a conven-

tional approach from mechanics (Section 2.2). We stretch the

material by attaching weights at the end of it. Snakes are

used for tracking intersections of the grid stamped on the

material (Fig. 2a and Fig. 2b). These intersections function as

a set of keypoints for automatic FEM model building. Each

grid area is split up into several FEM areas for better

precision. The model is meshed using elastic shell elements,

which allows for adequate object description, modeling of

geometric nonlinearities (large displacements and strains),

and acceptable accuracy (Tables 1, 2, and 3) versus execution

time (less than 30 seconds using ANSYS package [27] on a

Sun SPARC 10 with 32 MB of memory). Strain, computed as

a result of inverse finite element analysis (FEA), is shown in

Fig. 2c. The legend column on the right of the strain

distribution shows (top to bottom): maximum displacement,

minimum strain (displayed only if it is different from zero),

maximum strain, and nine strain levels. Uniformity of the

distribution in the center of the grid, absence of low strain

areas, and small ratio between the highest and the lowest
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strain suggest that the model does not need any refinement;

it is adequate, and the material is, indeed, homogeneous.
Intermediate frames (Fig. 3) are used to test the quality of

tracking according to (1). Corresponding strains (Fig. 4)

illustrate changes in the distribution depending on the

amount of stretching force. However, all three properties

mentioned above are still valid.
Is vision really needed in such a controlled environment?

Obviously, there is no great advantage from applying the

method to such simple cases with known uniform

properties. So, next, we consider the case of an unknown

material embedded in a known material.
Fig. 5a and Fig. 5b show the gray level intensity images

of the elastic materials before and after stretching, respec-

tively. The corresponding range images are shown in Fig. 5c

and Fig. 5d. To simulate the area with different material

properties, a rectangular piece of the second material is

attached to the first one. The grid overlays it, as well as

surrounding areas. Snake fitting procedure establishes

correspondences and recovers displacements of the grid

intersections (Fig. 6). For the initial finite element model,

elastic properties are considered to be the same everywhere.

The initial model allows us to find displacements of the

nodes (more dense data) and the whereabouts of the

abnormal area (Fig. 7). Although this area can not be

determined very precisely in one iteration, we can separate

it in order to recover its properties using an iterative

descent algorithm based on the error in displacements (1).
Success and speed of the current step of the method

depends on the strategy we use to vary unknown elasticity

before arriving at the correct solution (if one exists). To

evaluate the possibility of applying Brent's method de-

scribed in Section 2.1 to our problem, we need to define the

bounding interval. A good estimate is between half of the
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TABLE 1
Results for b � 118:80 kPa (Ground Truth Is 837.61 kPa)

TABLE 2
Results for b � 1256:40 kPa (Ground Truth Is 837.61 kPa)

TABLE 3
Iterations of the Method for b � 1256:40 kPa and Tolerance � 0:01

Fig. 3. Intermediate positions of the object.



value of Young's modulus of the first material and 20 times

its value. For the first material, we have the modulus of

elasticity equal to 83.76 kPa. Hence, the bounding interval is

from 41.88 kPa to 1591.44 kPa. The worst cases happen

when the third point is placed in such a way that parabola

fitting is impossible (which makes the parabolic part of the

method more difficult) and resulting segments are dis-

proportional (bad for the golden section search part of the

method). To achieve this, intermediate point b is placed

close to either one of the limiting points (a or c). However,
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Fig. 4. Strain distributions corresponding to frames shown in Fig. 3.

Fig. 5. (a) The intensity image of the elastic material before stretching. The grid painted on the bandage is used for tracking. (b) The intensity image

of the elastic material after stretching. (c) The range image of the elastic material before stretching. (d) The range image of the elastic material after

stretching.



the results are still satisfactory in terms of both
computational time and accuracy, although a couple of
extra steps are added. Tables 1 and 2 contain results for
typical runs of the method. Choosing the tolerance is a
trade-off between speed and accuracy. The accuracy is
computed with respect to experimentally estimated materi-
al properties. We have chosen the tolerance equal to 0.01 for
all subsequent experiments because the precision of the
results received using this value is always high enough
(approximately 0.1 percent for the elastic materials used in
the experiments), but the number of steps is low even for
more complicated domains. Usually, the first two or three
steps are done by the golden section search. Almost all
other steps (the majority of all iterations) are due to
parabolic interpolation (Table 3).

Can we speed up the process even further? We can
choose a few random, but (approximately) proportionally
distributed, points in the bounding interval and calculate
the error function in these points. Experiments have shown
that cubic function represents a really good estimate. In
general, a cubic function looks like kx3 � lx2 �mx� n,
where k, l, m, and n are unknown coefficients of the
polynomial. A derivative of this function is 3kx2 � 2lx�m.
To find extremum, we set a derivative equal to zero. The
roots of the equation are calculated as:

ÿ2l�
������������������������
4l2 ÿ 12km
p

6k
:

For example, for four randomly chosen points, the
equation is

ÿ 7:22�10ÿ7�x3 � 2:57�10ÿ3�x2 ÿ 2:84x� 1:04�103�
and the roots are 871.37 and 1,505.61 (all values are in kPa).
After function evaluation in both points, which in this case
is 41.89 and 133.99, we find the lesser value and apply the
same search. It results in a significantly smaller number of
iterations because of the better, more localized bounding
interval. Making our solution (the smaller root) an

intermediate point of the bounding interval b, limiting
points a and c are found by moving to the left and to the
right from b value using the steps equal to Young's modulus
of the normal area. Hence, a � 787:61 and c � 955:13. Even
at the highest precision (assuming tolerance equal to 0.001),
only four steps (two golden section and two parabolic) are
required. The solution is 838.38 which is only 0.21 percent
away from the correct value 837.61 that we found using a
conventional physical method.

To prove the fact that the minimum is reached, we can
calculate the error defined in (1) within the range of our
bounding interval. Fig. 8a shows the starting point of the
method (initial detection of the abnormality assuming
uniform elasticity). Fig. 8b and Fig. 8c illustrate results of
making small steps both ways to determine the direction of
subsequent moves. Reduction of Young's modulus (Fig. 8b)
results in the increment of the strain in target areas. It
happens because the area becomes even more elastic and
easy to stretch. Since no displacements of internal points are
used, such points change their location as a result of
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Fig. 6. Applying snakes to the intensity images before and after the weight was attached.

Fig. 7. First FEM result (uniform elasticity).



displacements of the boundary points and the influence of

new elasticity. Hence, choosing the wrong direction for

optimization procedure gives rise to the result (in terms of

strain) diametrically opposite to the one we are looking for.
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Fig. 8. Progress of the method (experiments with elastic materials).



Fig. 8c proves that the other direction is correct. Fig. 8d

shows that one of the iterations before the final result

(Fig. 8e) is achieved. However, if we accidentally (or

intentionally, if iterative descent method requires so) jump

over the correct result, we get elasticity of the target area

lower than it is supposed to be (Fig. 8f). This is a negative

result, although not as far from the expected distribution as

the one shown in Fig. 8b, but it still affects strains in

surrounding areas.
Therefore, Fig. 8 illustrates changes in strain distribution

as we gradually alter the properties of the affected area. One

can notice a few common properties of this change. First, as

Young's modulus of the target area increases, the area

becomes more clearly defined as the area of minimum

strain. Second, the location where the external force was

applied and the value of the reaction to this force are

illustrated by the slowly forming area of maximum strain.
Fig. 9 is a set of error plots scaled per node where circles

are sampled points and lines denote results of interpolation.

Approximation with one parabola (Fig. 9a) or even two

(Fig. 9b) is not a good enough fit since the function behaves

differently at two distinct intervals, namely, around the

value of correct elasticity and to its right. Cubic function

works much better (Fig. 9c) even when we have only four

randomly chosen points used to derive its equation; as

already explained (the solid line in Fig. 9d denotes derived
function, the dashed line indicates ground truth).

Now, we can recover the entire motion sequence
consisting of multiple frames. Intermediate frames are used
for result verification and strain visualization. Strain
distributions corresponding to these frames convey more
details about the motion, in particular, about the process of
revealing a low strain area where the object has different
properties (Fig. 10).

3.2 Skin Elasticity Measurements

The method outlined in Section 2.1 was applied to real
images of scars of patients from the Tampa General
Hospital Burn Unit.1 The first step is to estimate the
location of the scar, if one exists in the image. Having a set
of intensity and range images with and without scars as
input, we track the grid before and after the motion.
Intensity information is used to find grid intersections using
snakes and range is employed to look up the coordinates for
the feature points. The method can divide a set of images
into categories, such as with and without detected
abnormalities (see [25] for more). The main criteria is the
lowest strain which pinpoints burn scar location. The only
notable exceptions are images with smaller displacements,
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Fig. 9. Various approximations of the error function.

1. All the patients participated in the project after signing an informed
consent.



where the force (and, of course, reaction to the force) was
not propagated all the way to the opposite boundaries.
Hence, we allow some very small areas of low strain along
the boundaries for normal skin areas in such cases.

Fig. 11a shows the gray level intensity image of the
ventral side of the patient's arm after skin stretching. The
range image corresponding to Fig. 11a is shown in Fig. 11b.
Snakes successfully detect feature point correspondences
between the frames (Fig. 11c).

The finite element model is created automatically using
grid intersections to generate keypoints and correspon-
dences between frames to define displacements. Four
keypoints define an area, which is then split up into
elements using elastic shell element types with a thickness
equal to the average thickness of normal skin. The latter is a
summation of thicknesses of its layers such, as the
Epidermis, or outer layer, the Dermis, and the Subcuta-
neous layer (or lower dermis). Material properties are
selected based on previous in vitro experiments. Research-
ers [28], [29], [30] have used Poisson's ratio as 0.49 based on
the assumption that soft tissue is nearly incompressible.
There is less agreement on Young's modulus, but careful
comparison allows us to select a certain range of elasticity
(from 10 to 100 kPa) that contains values most authors [28],
[29], [31], [32], [33], [34] incorporated into their models.
Values from this range result in a model sufficient for our
goalsÐdistinguishing between normal tissue and burn
scars and quantifying properties of scars relative to the
surrounding tissues. Since we recover relative elasticity of
burn scars (see Section 2.2 for definition), the result is not
affected.

The displacements of the skin in the grid area are
adequate to locate material property differences using
strains. We can easily identify low strain areas of the model
that are candidates for an iterative descent algorithm
(Fig. 11d). In this case, 18 out of 36 grid areas approximate
the shape of the burn scar. Of course, the model can be
further refined by increasing the number of areas (more
finite element model areas per grid area) in order to
approximate more complicated shapes when needed.

Recall (Section 2.2) that if the thickness of the material is
unknown, we can recover only relative differences in
material properties using the technique. This is the case
with burn scars because we don't know scarred skin
thickness. Thus, properties of abnormal areas are defined

in multiples of normal skin properties. Since we have a range
of properties for normal human skin, as opposed to exact
properties for this particular patient, this is a better estimate.
Such relative rating is sufficient, in practice, to evaluate the
progress of burn scar therapy. To determine the success of
treatment, we need to detect change in elastic properties of
skin, and relative values are sufficient for such a procedure.
Also, because of this approach, we do not need to know the
value of the force applied. Relative elasticity of ªmore
abnormalº areas (recovered using Brent's method) measures
to be 5.1, which correlates with the ratings done by the
specialists from Tampa General Hospital Burn Unit [25].

4 RECOVERING MISSING GEOMETRY INFORMATION

The following experiment demonstrates the application of
the method when some information about the geometry of the
nonrigid object is not available. Consider a foam cup holder
with a hole in the bottom. This is another controlled
experiment (similar to the one described in Section 2.2).
Elasticity of a cup holder is calculated using a similar
approach, except for using uniform squeezing instead of
weights. We do not consider any information about this hole
when building a 3D finite element model (using elastic solid
elements). Is it possible to recover the position and size of the
hole using the proposed technique? Yes, despite the fact that it
is an important detail of the object's geometry. We apply
compression force to the bottom of the cup holder to produce
a significant deformation sufficient to apply the method (as
shown in Fig. 12a and Fig. 12b).

To detect this deformation, grid intersections correspon-
dence information is integrated into a local finite element
model. This is a different model (elastic shell elements) used
to speed up an iterative descent process. Similar to the other
experiments, we have two stages, such as detection of the
abnormal area in the strain distribution and iterative
recovery of its true properties. However, this time, the
process includes the following: First, an area with abnor-
mally high strains is detected in the middle of the selected
region. Second, error minimization by varying material
properties tells us that the detected area is a hole. Since the
area of interest is characterized by high strains this time, we
are moving in the opposite direction when defining the
bounding interval. The process starts using a uniform
elasticity value (a global property assumed to be known to
us) and reduces it iteratively to zero. Third, varying
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Fig. 10. Intermediate positions and corresponding strain distributions.



dimensions of the hole reduces the error even further until
true geometry is recovered. Strain map (Fig. 12c) shows that
the area of highest strain corresponds to the hole. The
difference between the actual and estimated location of the
center of the hole (relative to diameter of the bottom of the
cup holder) is 2.9 percent, while the error in estimated area
of the hole is 3.7 percent. Newly acquired geometry
information is then incorporated into a global 3D model
of a cup holder (Fig. 12d). It contains 965 elements, as
opposed to 324 in the local model. Hence, the method can
deal with missing information about geometry, as well as
material properties of the object.

5 RECOVERING NONRIGID MOTION WITH INTERNAL

FORCES

5.1 Hand Motion Reconstruction

Goals and model building. In most biomechanics pro-
blems, the goal is to calculate the forces and other
parameters that characterize the effectiveness of the move-
ment being carried out. In this part of the research,
however, we try to formulate the criteria for potentially
dangerous repetitive movements using models that are
driven by image information.

The following experiments deal with the case where we
have internal forces generating the motion rather than
external ones. Consider a hand. Movement of the wrist is a
good example of nonrigid motion caused by internal forces.
Fig. 13a and Fig. 13b show the gray level intensity images
before and after thumb movement, respectively. The
corresponding range images are shown in Fig. 13c and
Fig. 13d. Two more sets of images have been used for
verification of intermediate results (intensity images are
displayed in Fig. 14a and Fig. 14b).

Since large deformations occur during any hand motion,
physical laws should be used to model not only the skeletal
motion, but also the nature of the deformations in soft
tissues. Research has shown that finite element theory can
be used to model near-correct muscular motion [16].
Although some aspects are approximated, the model is
sufficient for our goals: determining the regions of excessive
strains and strain-displacement relationships.

The animation of an articulated structure requires that a
support position be defined in 3D and that three angles be
specified for each body segment. If gradations in strain are
shown, it is easy to visualize the changes in distributions
over time. By examining movements of fingers when
working with the keyboard, it is possible to tell when the
associated strain increases drastically.
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Fig. 11. (a) and (b) Intensity and range images of the skin with the grid (after stretching). (c) Detecting the grid using snakes. (d) Resulting strain

distribution.



The entire hand consists of multibranch kinematic chains
attached to a six degree of freedom (DOF) base. The wrist is
a universal joint and allows only two kinds of rotational
movements [35]. The bones of the hand are connected by a
very large number of movable joints. Those between the
phalanges of each finger are hinges, allowing just one DOF
of movement each. The joints at the bases of the fingers are
universal joints allowing two DOFs (one for flexing, another
for spreading the fingers). Each finger has four DOFs
provided by two hinges and a universal joint.

The wrist moves with the hand on the forearm and, in
combination with these, has some rotary movement [36].
Turning movement, as distinguished from rotary move-
ment (flexion to each corner in rotation), is not present in
the wrist, but produced by the radius or turning bone of the
forearm. Movement in the wrist is confined to flexion and
extension (about one right angle) and side-bending (a little
more than half a right angle, in the average hand); these two
combined produce some rotary movements.

The first step in modeling hand motion is the geometric
representation of the hand itself. Three-dimensional coordi-
nate values of the surface points are obtained from the range
scanner. Human fingers, joints, and forearm (volumes of the
model) are three-dimensional and experience internal forces

in all dimensions. The geometry of our model is somewhat
simplified and the volumes such, as fingers, that are
supposed to be cylindrical, are rectangular. However, the
model is sufficient for accurate tracking of nonrigid motion.
The solid model is defined through keypoints. The volumes
are created ensuring continuity of human-body shape for any
configuration of joint angles. Bones are modeled as isotropic
materials or as rigid bodies. The soft tissues are capable of
undergoing large deformations and exhibit viscoelastic
behavior. This model simulates normal soft tissue behaviors
under load very well. Both of these developments are
necessary to enable realistic simulation of joint mechanics,
including both soft tissue and rigid bone structure. To
simulate joint movement, we restrict the motion by allowing
actual degrees of freedom (DOFs) for every joint. Phalanges
have only one rotational DOF (Fig. 14c). We used Young's
modulus of 17 MPa for bone and in the range of 10-100 KPa for
soft tissues (range accounts for differences of soft tissue in
different regions and nonlinear behavior) and Poisson's ratio
of 0.31 for bone and 0.49 for soft tissues. Chosen properties
agree with corresponding values presented in numerous
recent studies [28], [31]. Element types usedÐhyperelastic
solid (to model soft tissues) and reinforced solid (for bone
modeling). The meshed finite element model consists of
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Fig. 12. Intensity images of the cup holder (a) before and (b) after compressing. (c) Result of applying the method to detect a hole. (d) Incorporation

of newly acquired geometry information into a 3D model.



1,947 solid elements with 1,596 nodes. This is a trade-off
between the desired accuracy and complexity in terms of both
time and space.

Hand tracking and correspondence recovery. We have,
so far, assumed the availability of sparse correspondences.
The model is first fitted to the range data manually using
points marked on the hand (dark points in images). These
points provided correspondences between frames. How-
ever, we have shown that it is possible to achieve hand

tracking without point correspondences (as reported in
[37]). Frame-to-frame correspondence recovery is based on
the iterative analysis of the directed Hausdorff distance
between the model and the next frame in the sequence. The
main idea of the method is to find the forces that are
responsible for the observed motion or shape deformation
of the given object. Since correspondences are unknown, the
biggest force is considered as being directed toward the
largest displacement in the next frame. We find the node
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Fig. 13. (a) The intensity image of the hand before thumb motion. (b) The intensity image of the hand after thumb motion. (c) The range image of the

hand before thumb motion. (d) The range image of the hand after thumb motion.

Fig. 14. (a) and (b) Intermediate intensity images. (c) Finite element model.



corresponding to the most significant difference between
the model and the range data of the moving object. Then,
the force is applied along the smallest distance from this
node to 3D coordinates of the object in the next frame, and
the new largest difference is calculated. The task is broken
into subtasks of finding the forces for each frame. Both
absolute values and directions of these forces are taken into
consideration and iteratively varied, not only for each
frame, but also between the frames.

Hand motion analysis. We consider a wide range of
thumb movement (see images used for motion recovery in
Fig. 13). Graphically interpreting nonlinear behavior
through animation allows us to verify and visualize
displacement results (Fig. 15). Fig. 16 shows the recovered
strain map for the thumb motion experiment as seen from
above. We ignored strains other than in the area of interest.
An obvious high pressure around the base of the thumb is
readily visible. This may suggest that we should use two
hands to perform double-key operations like Ctrl-C or
Alt-F, instead of twisting one hand to do it. This is
consistent with recommendations of the National Institute
for Occupational Safety and Health (NIOSH) [38].

The next two experiments are concerned with bending

the wrists to the left and up (Fig. 17). Selected frames from

the strain animation in Fig.18a and Fig. 18b and Fig. 19a and

Fig. 19b show, similarly to the thumb motion results, which

displacement values produce relatively small strains that

can be ignored alone since their duration is not taken into

account. At some point (which will be discussed in

Section 5.2), the strains become excessive (Fig. 18c and

Fig. 19c).
Again, the suggested conclusion is that wrists should not

be bent to the side, but, instead, fingers should be in a

straight line with the forearm as viewed from above.

Although computer keyboards cause us to force the wrists

back during typing and resting, wrists should not be bent

up, down, or to the side.
Threshold localization. Through the systematic evalua-

tion of contributing factors, safe and unsafe levels of wrist

workload may be defined as the function of strains and,

possibly, their duration. Strain analysis facilitates the

establishment of threshold limit values. Such thresholds

would signal the violation of defined safe exposure limits.

The short animation sequences presented demonstrate that

strains are relatively small up to some motion range after

which they increase drastically. After more detailed

interpretation using a sequence of 10 frames, we can

determine the threshold at a scale fine enough to draw
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Fig. 15. Displacement animation of the thumb motion.

Fig. 16. Strain animation of the thumb motion.



some conclusions. Strain-displacement relationships

(Fig. 20) show that until displacement reaches about

80-90 percent of the total value, it increases at a slow pace.

After reaching the threshold, the rate of growth of the

function changes for all three experiments (thumb motion

experimentÐsolid line, bending wrist to the leftÐdashed,

and bending it upÐdashdot line). Measurements like this

(that would also account for the duration and repetitive-

ness) can be individualized since the model is image-

driven. They can determine ªsafeº exposure levels before

appropriate safeguards are implemented, as well as assist

diagnosis of movement abnormalities and optimize

performance.

5.2 Integration of Recovered Properties into
Complex Models

The recovered burn scar properties (from Section 3.2) can be

incorporated into the model of the hand. The resulting

model would allow us to investigate the following:

. The influence of burn scars on the hand motion, and

. the relationship between different types of the hand
motion and the strain distribution of the skin
containing a burn scar.

To determine the influence of the burn scar on the hand

motion, we have created 3D scar representations of

different dimensions. Scars are implemented as volumes
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Fig. 17. Intensity images of the wrist motion: (a) and (b) left; (c) and (d) up.

Fig. 18. Strain animation (wrist moves to the left).

Fig. 19. Strain animation (wrist moves up).



with the material properties equal to properties of the real

burn scars that were determined in our experiments with

the real patients from Tampa General Hospital Burn Unit

(Section 3.2).
First, a small scar was simulated on the inside of the

wrist such that it completely fit inside the wrist if recovered

under the orthographic [parallel] projection, perpendicular

to the palm of the hand, and inside of the wrist. We would

assume that the scar would not drastically restrict side-to-

side wrist movement. The only way to test it is to actually

recover the motion and project the strains on the skin.

Fig. 21a shows the differences in strain distribution created

by adding the scar (comparing with Fig. 18c). Increase in

maximum strain is only 6 percent. The scar retains its

property of being the area (volume in this case) of minimal

strain (defined in Section 2.1). Strain associated with the

areas surrounding the scar also slightly decreases. Restric-

tion of the wrist motion (bending to the side) is minimal as

defined by the change in maximal strain. However, for up-

down motion of the wrist (Fig. 21b), strain increases by

64.44 percent (comparing with Fig. 19c), which means that

this type of the wrist motion is much more restricted by the

presence of the burn scar.
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Fig. 20. Strain-displacement relationship functions.

Fig. 22. (a) Wrist motion up with a bigger scar. (b) Burn scars on the hand and wrist.

Fig. 21. Wrist motion (a) to the left and (b) up with and without a small scar.



The next experiments involve the same types of motion,
but with a much bigger scar that extends beyond the wrist
to cover also part of the forearm. Bending the model of the
wrist up (with a simulated scar) reveals that this scar affects
strain distribution much more that the one in the previous
experiment (Fig. 22a). Maximal strain is increased by 148.43
percent, which suggests that the movement has been
restricted much more than before.

Larger scars affect not only skin layers, but also
(indirectly) flexor muscles of the forearm by limiting their
range of motion. The side-to-side movement of the wrist
was not possible at all for the same range of displacements.
This means that it could move much less than a ªnormalº
hand would and it could not move when we attempted to
apply displacements of the normal hand during this type of
motion. An example of burn scars on the hand and wrist is
shown in Fig. 22b.

Hence, results of the second set of experiments are very
different. The only exception (similarity) is that both scars
retain the property of being the areas (volumes) of minimal
strain regardless of the size and location of the scar and type
of the motion being performed.

6 CONCLUSIONS

In this paper, we propose new algorithms for accurate
nonrigid motion analysis based on the dynamic analysis of
the differences between the object's and model's behavior.
We estimate nonrigid motion descriptors not easily reco-
verable from visual observations. These descriptors include
strain and missing local material properties or geometry.
Information from the images during the motion allows for
refinement of the model by minimizing the error between
the predicted and actual position of a few prespecified
points of the object. During tracking, the model is refined,
which produces estimates of initially unknown geometry
and material properties and provides dense motion vectors.
The only limitation of the method is that it requires an
adequate model including a global knowledge of the object.

Experimental results demonstrate the success of the
proposed algorithm. The method was applied to man-made
elastic materials, burn scar analysis, and human hand
modeling. A very important application of the method is
that it is capable of objective detection of the differences in
elasticity between normal and abnormal tissue, as well as
measuring burn scar elasticity and including it into the next,
higher level of modeling such as our model of the hand. The
latter is used for an assessment of the feasibility of applying
combined computer vision and simulation techniques to the
analysis of Repetitive Stress Injury (RSI). RSI is the term
given to damage resulting from repeated physical move-
ments. Our experiments analyze the hand positions on the
keyboard that may result in excessive strains. We deter-
mined the loads in the tissues surrounding the joint and
visualized the simulated motion. We proposed the mea-
surements that would indicate that defined safe exposure
limits have been exceeded. This would help to formulate
recommendations for the prevention of RSI. Application of
the method to the recovery of precise geometry of the object
can be utilized for quality control in manufacturing elastic
objects. Only slight pressure is enough to cause

deformations sufficient for our method to detect the

problems with location or size of specific parts of the object.

The necessary assumptions for all of the presented experi-

ments include elastic behavior of materials within a certain

range as a response to stretching and the availability of the

accurate range data.
The method can be applied to other applications and

domains. Our work demonstrates the possibility of accurate

quantitative analysis of nonrigid motion in range image

sequences with objects consisting of multiple materials and

3D volumes.
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