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Abstract

A biometric sample collected in an uncontrolled outdoor environment varies significantly from its indoor version. Sample variations
due to outdoor environmental conditions degrade the performance of biometric systems that otherwise perform well with indoor sam-
ples. In this study, we quantitatively evaluate such performance degradation in the case of a face and a voice biometric system. We also
investigate how elementary combination schemes involving min–max or z normalization followed by the sum or max fusion rule can
improve performance of the multi-biometric system. We use commercial biometric systems to collect face and voice samples from the
same subjects in an environment that closely mimics the operational scenario. This realistic evaluation on a dataset of 116 subjects shows
that the system performance degrades in outdoor scenarios but by multi-modal score fusion the performance is enhanced by 20%. We
also find that max rule fusion performs better than sum rule fusion on this dataset. More interestingly, we see that by using multiple
samples of the same biometric modality, the performance of a unimodal system can approach that of a multi-modal system.
� 2007 Elsevier B.V. All rights reserved.
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1. Introduction

Biometric security systems offer convenience to the user
as there are no passwords to remember or physical tokens
to carry around. User convenience and acceptable perfor-
mance in controlled environments have led to the integra-
tion of biometrics into devices such as laptops, desktops
and PDAs. Various turn-key solutions are also available
for physical access such as authorizing entry into a room
or a facility. These solutions perform well when used in
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controlled indoor environments. However, when used in
outdoor environments, the same technologies suffer from
lower performance since they are vulnerable to various pre-
sentation and channel effects. For example, the perfor-
mance of the face system in an outdoor scenario degrades
due to shadows on the face and squinting of eyes. Similarly,
voice-based systems suffer from background noises e.g.
from passing-by vehicles. Since most biometric systems
perform poorly in uncontrolled environments, their accep-
tance for outdoor verification purposes has been slow.

In this study, we investigate the effect of environmental
variations on a face and voice biometric system. We then
study how the performance of such systems can be
improved in the indoor–outdoor environment (where
enrollment is indoors and verification is outdoors). We
look at two possible schemes: multi-modal score fusion –
where scores from different biometric modalities are
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combined and intramodal fusion – where scores from
multiple samples of the same biometric modality are
combined.

For such a study, a database containing face images and
speech samples acquired in both indoor and outdoor envi-
ronments is required. However, most multi-modal dat-
abases for face and voice are collected in an indoor
environment. The M2VTS (M2VTS) and XM2VTSDB
(Messer et al., 1999) databases contain voice, 2D and 3D
face images, collected in an indoor environment. Similarly,
the CMU-PIE database (Sim et al., 2003) captures pose,
illumination and expression variations of face images only
in an indoor environment. Databases collected outdoors,
usually do not contain both face and voice samples from
the same subject. The FERET database (Phillips et al.,
2003) consists of face images collected both indoors and
outdoors, but does not contain voice. When voice is
recorded outdoors, usually cellular phones are used as
the capturing device, (Przybocki and Martin, 2002) which
would be unsuitable in a physical access scenario. Studies
on voice databases where the same subject is recorded both
indoors and outdoors have not been published either.

Because of the dearth of suitable databases, most face-
speech fusion studies have been conducted on indoor
databases. Various approaches have been explored for
score-level and decision-level fusion. Brunelli and Falavigna
(1995) fused face and voice samples collected in an indoor
environment using the weighted product approach. The
multi-modal fusion resulted in a recognition rate of 98%,
where the recognition rates of the face and voice systems
were 91% and 88%, respectively. Bigun et al. (1997) used
Bayesian statistics to fuse face and voice data using the
Table 1
Summary of different works pertaining to face and speech fusion

Study Algorithm
used

DB
size

Covariates of inte

UK-BWG (Mansfield et al.,
2001)

Face, voice:
Commercial

200 Time: 1–2 month
(indoor)

Brunelli (Brunelli and
Falavigna, 1995)

Face: Hierarchical
correlation

87 Time: 3 sessions,
unknown (indoor

Voice: MFCC

Jain (Jain et al., 1999) Face: Eigenface 50 Time: Two weeks
Voice: Cepstrum
Coeff. based

Sanderson (Sanderson and
Paliwal, 2002)

Face: PCA 43 Time: 3 sessions (
Voice: MFCC Noise addition to

Proposed study Face, voice:
Commercial

116 Location: Indoor
outdoor (same da

a TAR – true acceptance rate.
b FAR – false acceptance rate.
M2VTS database (which only contains indoor samples).
Jain et al. (1999) performed fusion on face, fingerprint
and voice data based on the Neyman–Pearson rule. The
database used for this experiment consists of samples from
50 subjects in an indoor environment. Sanderson and
Paliwal (2002) compared and fused face and voice data in
clean and noisy conditions. Although the data was collected
indoors, they simulate a noisy environment by corrupting
the data with additive white Gaussian noise at different
signal to noise ratio levels.

Thus from the literature surveyed, we see that most
fusion experiments involving face and voice use an indoor
dataset or try to simulate outdoor conditions by adding
noise. Table 1 summarizes different studies and contrasts
them with this work which focuses on same day, indoor–
outdoor experiments.

This work is unique in three aspects. Firstly, our dataset
contains face and voice samples that are collected in both,
indoor and outdoor environments. Secondly, in many
fusion studies, a multi-modal sample is created by ran-
domly clubbing together independent unimodal samples.
Researchers (Phillips et al., 2004) express the need for a
corpus that reflects realistic conditions. In response, for this
study, we have created a truly multi-modal database where
the two modalities are collected from the same subjects.
Thirdly, most fusion studies report an improvement in per-
formance due to multi-modal fusion. However, it has been
suggested (Phillips et al., 2004) that this improvement
could partly be credited to the larger number of samples
used. To ensure a fair comparison, where the number of
samples used is the same, the multi-modal fusion perfor-
mance is compared to that of intramodal fusion.
rest Top individual
performance

Fusion performance

separation TARa at 1% FARb –
Face: 96.5%
Voice: 96%

time
)

Face: TAR = 92% at
4.5% FAR

TAR = 98.5% at 0.5% FAR

Voice: TAR = 63% at
15% FAR

(indoor) TAR at 1% FAR Face + Voice + Fingerprint = 98.5%
Face: 43%
Voice: 96.5%
Fingerprint: 96%

indoor) Equal error rate Equal error rate 2.86%
voice Face: 10%

Voice: 12.41%

and
y)

TARs at 1% FAR TAR = 98% at 1% FAR
(Indoor–outdoor)
Face: 80%
Voice: 67.5%



Fig. 1. Studio setup for capturing face images indoor. Three light sources
L1, L2, L3 were used in conjunction with normal office lights.

Fig. 2. Variations in face images. (a) was taken with all lights on. (b) was
taken with only normal office lights on. (c) and (d) show outdoor
background variations.
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The layout of the paper is as follows. Section 2 describes
our indoor–outdoor database. Section 3 describes the nor-
malization and fusion procedures. The results are presented
and analyzed in Section 4, followed by the conclusion of
the paper in Section 5.

2. Database

For a realistic testing of multi-modal authentication sys-
tems, the dataset should mimic the operational environ-
ment. Many of the reported tests for biometric fusion are
conducted on a multi-modal database that is composed
of single biometric databases collected for different individ-
uals. Some databases like M2VTS (Messer et al., 1999),
DAVID (Chibelushi et al., 1996), MyIdea (Dumas et al.,
2005), Biomet (Garcia-Salicetti et al., 2003) that contain
face and voice samples from the same user are populated
from an indoor controlled lab environment. The BANCA
(Bailly-Baillière et al., 2003) database contains outdoor
face and voice samples, but they were collected in four dif-
ferent geographical locations and four different languages
making it unsuitable for this study. A recent overview of
multi-biometric databases is given in (Faundez-Zanuy
et al., 2006).

For evaluating a multi-modal physical access biometric
system a database that captures the variations that occur
in such an operational scenario is needed. Since none of
the existing public databases were suitable for this study,
a new database had to be created (Vajaria et al., 2006).

Our database contains face and speech samples of 116
subjects collected at indoor and outdoor locations on the
same day. While creating the database, care was taken so
that it would closely represent the operational scenario.
The outdoor environment was near the entrance to a build-
ing where the hypothetical authentication would take
place. The indoor environment was similar to a quiet office
environment. A separate section of the office was rigged to
collect the face images. Fig. 1 shows the indoor setup to
capture the face photos.

The subject is seated on a chair with adjustable height.
Two images of the subject were taken. For the first one,
the lights – L1, L2 and L3 were turned off and only regular
office lights remained on. The second one is taken with all
three lights and office lights turned on. This captures illu-
mination variation similar to that in (Min et al., 2003).

For the outdoor environment, the two photos were
against different backgrounds. Fig. 2 shows the indoor
and outdoor face images for one of the subjects. Fig. 2(a)
was taken with all three lights on and Fig. 2(b) was taken
with only the normal office lights on. Fig. 2(c) and (d)
shows the outdoor face image against two different back-
grounds. The cameras used had an effective resolution of
8 mega-pixels and each image was 3264 · 2448 pixels in
size.

For speech samples, the user utters a fixed phrase, ‘‘Uni-
versity of South Florida 33620’’. The indoor samples were
captured simultaneously using a steerable array micro-
phone and a regular cardioid microphone. The outdoor
samples were captured using only the cardioid microphone.
The sampling frequency was 11 kHz. For this study only
samples using the cardioid microphone were used to avoid
effects of equipment bias in the indoor–outdoor scenario.
3. Methods

We study the performance of the individual unimodal
systems in the indoor–indoor, indoor–outdoor and out-
door–outdoor scenarios. Next, we evaluate the perfor-
mance improvement obtained through intramodal fusion
on face and intramodal fusion on voice in the indoor–out-
door scenario. The performance improvement obtained by
multi-modal fusion is then compared to the intramodal
performances.

Information fusion in biometrics is possible at the sen-
sor, feature, score or decision levels (Aleksic and Katsagge-
los, 2006). In sensor level fusion, data from multiple
sensors of the same modality are combined (e.g. via sum-
ming microphone outputs or mosaicing images from differ-
ent cameras). The combined signal may offer a better SNR
or more information and lead to lower classification errors.
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Fusion at the feature level usually involves concatenating
feature vectors from individual modalities. The features
may be from the same modality such as infrared and color
images of the face or from different modalities such as face
and speech features. Score-level fusion approaches involve
using the scores from individual matchers to arrive at a
classification decision, whereas in decision level schemes,
accept/reject decisions are made by the individual systems
and the final decision is obtained via a voting (e.g. major-
ity, AND, OR) between the decisions of individual systems.

From the biometric literature it is apparent that fusion
at the score level is the most preferred approach, because
score-level fusion allows fusing two modalities without
requiring knowledge of the individual systems or access
to the extracted features (Jain et al., 2005). Also, having
greater information than that available at the decision
level, allows for more flexible fusion approaches. Score
level approaches can be further classified into classifica-
tion and combination approaches. In the classification
approach, a decision boundary is learnt in the score space
that separates the genuine and impostor classes whereas in
the combination approach, outputs of individual systems
are combined into a single score based on which the classi-
fication is made.

Amongst the more popular classification approaches are
support vector machines (Garcia-Salicetti et al., 2005), neu-
ral networks (Kar-Ann and Wei-Yun, 2004), decision trees
(Ben-Yacoub et al., 1999), and random forests (Ma et al.,
2005). In (Kumar and Zhang, 2006), these and other clas-
sification approaches are compared for the task of verifica-
tion using hand shape and texture.

In the combination approach, the raw scores have to be
preprocessed before they can be combined into a single
score. This is to account for the different score ranges of
individual systems and the nature of the scores (similarity
vs. difference). The scores can then be combined into a sin-
gle score and the final accept/reject decision is taken based
on this score.

In this work, we illustrate the effectiveness of simple
score combination schemes in improving performance for
the intra-modal and multi-modal performance in indoor
and outdoor scenarios. Similar to the investigation in (Sne-
lick et al., 2005), commercial systems are used in this study
to ensure that the system performance does not depend on
fine-tuning algorithm parameters which increases the gen-
erality and reproducibility of the results. Also, the results
obtained will be better predictors of performance in an
operational scenario where commercial systems are usually
deployed.

We chose one of the top three performing systems at the
FRVT 2002 (Phillips et al., 2003) for face. The face recog-
nition system uses local feature analysis (LFA) to represent
face images in terms of local statistically derived building
blocks. In this technique, face images can be represented
by an irreducible set of building elements. These building
elements are universal features like eye co-ordinates, nose
position, etc. The uniqueness of a sample is based upon
these characteristics as well as their relative geometrical
position on a face image. The enrollment time was 15 s
and verification time was less than 2 s.

The speaker recognition system is text dependent and
uses a time warping algorithm to align the time axes of
the input utterance and reference template model of a
speaker. The system will accept a voice sample for up to
10 s and enroll the user in less than 0.2 s. The matching
procedure takes approximately one tenth of a second. of
scores for the face system was 0–10 and for the voice sys-
tem was 0–1. Thus score normalization was required prior
to fusion. Various approaches have been proposed for nor-
malization and fusion and many works empirically evalu-
ate various combinations to find the best performing
combination for their experiments. However, a recent
study (Ribaric and Fratric, 2006) comparing seven different
normalization techniques on different multi-modal biomet-
ric systems concludes that no single normalization method
performs best for all systems. Similarly (Ulery et al., 2006)
evaluate different combinations of normalization and
fusion on a variety of fusion tasks and conclude that the
best combination depends on a variety of factors. Since
most multi-biometric experiments (like this study) are con-
ducted on a single multi-biometric database, different stud-
ies lead to different conclusions regarding the best
normalization and fusion scheme on that database. In light
of such observations, it was decided to experiment with two
simple normalization (z-score and min–max) schemes and
two basic fusion (sum and max) rules that have been used
as a baseline in most studies. These normalization and
fusion schemes are discussed in Sections 3.1 and 3.2,
respectively.
3.1. Normalization

Normalization involves transforming the raw scores of
different modalities to a common domain using a mapping
function. When the function parameters are determined
from a fixed training set, it is known as fixed score normal-
ization (Brunelli and Falavigna, 1995). Alternatively, these
parameters can be derived for each probe-gallery interac-
tion yielding different parameters for different probes. This
is known as adaptive normalization where user and modal-
ity specific information can be incorporated in the normal-
ization framework (Snelick et al., 2005). In this work,
adaptive score normalization is used to transform a score
and the function parameters are determined from the set
of scores obtained by matching the current probe to the
entire gallery.

Formally speaking, let G represent the gallery templates,
P represent the probe samples, and Spg represent the match
score of a particular probe ‘p’, p 2 P with gallery template
‘g’, g 2 G. Then SpG represents the vector of scores
obtained when a probe ‘p’ is matched against the entire
gallery G. In min–max normalization, the minimum and
the maximum of this score vector are used to obtain the
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normalized score S0pg according to Eq. (1). The normalized
scores lie in the range 0–1:

S0pg ¼
Spg �minðSpGÞ

maxðSpGÞ �minðSpGÞ : ð1Þ

In z-score normalization, the mean and standard deviation
of the score vector SpG are used to normalize the scores as
shown in Eq. (2). The normalized score vector will have a
mean of 0 and a standard deviation of 1:

S0pg ¼
Spg �meanðSpGÞ

stdðSpGÞ
: ð2Þ
3.2. Fusion

Once normalized, the scores from different modalities
can be combined using simple operations such as max,
min, sum or product. The sum and product rules allow
for weighted combinations of scores. The weighting can
be matcher specific, user specific (Snelick et al., 2005) or
based on sample quality (Nandakumar et al., 2006). In
matcher specific weighting, weights are chosen to be pro-
portional to the accuracy of the matcher (e.g. inversely pro-
portional to the Equal Error Rate for the matcher). In user
specific weighting, weights are assigned based on how well
the matcher is known to perform for a particular individ-
ual. Similarly, in quality based weighting, the weights are
assigned based on quality of the sample (features) pre-
sented to the matcher.

Although weighting techniques do offer performance
improvements, the performance of simple sum and max
fusion does not lag far behind (Snelick et al., 2005). In
addition these fusion methods do not require any training.
Hence in this work, we evaluated two basic fusion tech-
niques – sum rule and max rule, the details of which are dis-
cussed in (Kittler et al., 1998). For the simple sum

technique, we take the average of the scores being fused.
Let N be the number of modalities we wish to fuse. Let
Si represent the score matrix of modality ‘i’, where
i = 1,2 ,. . . ,N. The simple sum technique is then given by
Eq. (3):

S00 ¼
P

Si

N
: ð3Þ

The max score is simply the largest score of the scores ob-
tained from each modality as seen from Eq. (4):

S00 ¼ maxðSiÞ: ð4Þ
4. Results and discussion

The performance of individual biometric systems in the
indoor–indoor, indoor–outdoor and outdoor–outdoor
environments is discussed in Section 4.1. Section 4.2
describes the use of multiple samples (intramodal fusion)
to improve the performance of the individual modalities
in the indoor–outdoor scenario. Section 4.3 investigates
different normalization and fusion schemes for multi-
modal fusion in the indoor–outdoor scenario and com-
pares the result to that of intramodal fusion.

4.1. Individual performances in different scenarios

In this section, we compare system performance in the
scenario where the gallery consists of indoor samples and
the probe consists of outdoor samples (indoor–outdoor
scenario) to the scenario where both the probe and gallery
consist of indoor samples (indoor–indoor scenario) and to
that when both consist of outdoor samples (outdoor–out-
door scenario).

For the indoor–indoor scenario, 116 genuine scores were
generated by treating one set of indoor samples as the gal-
lery and the other as the probes. The number of impostor
scores was 13,340 (116 · 115). Another set of genuine and
impostor scores were generated by reversing the gallery
and probe samples. This could be done because the algo-
rithm is not symmetric (swapping the gallery sample with
the probe sample yields a different score). Thus a total of
232 genuine and 26,680 impostor scores were used to gen-
erate the indoor–indoor ROC (receiver operating charac-
teristic) curve. The same procedure was followed for the
outdoor–outdoor scenario. For the indoor–outdoor sce-
nario, each outdoor sample was matched to both the
indoor samples and so four genuine scores and 460 impos-
tor scores were generated for each subject. Thus, the ROC
curve was generated from a total of 464 (116 · 4) genuine
and 53,360 (116 · 460) impostor scores.

Fig. 3 compares the performance of both modalities in
all three scenarios. From Fig. 3(a), we observe that the face
system performs very well in the indoor–indoor scenario
achieving 98% TAR at 1% FAR. When both, probe and
gallery are outdoor samples, the performance drops by
10%. The worst performance is in the indoor–outdoor sce-
nario where the performance drops by about 20% com-
pared to the indoor–indoor scenario.

Fig. 3(b) shows that the voice system has 88% TAR at
1% FAR in the indoor–indoor scenario. The system perfor-
mance is almost the same even in the outdoor–outdoor sce-
nario. Although a little surprising, this can be accounted by
the fact that outdoor samples were corrupted by ambient
noise, whereas indoor samples were subject to noise from
people speaking in the background. The signal to noise
ratio in the outdoor–outdoor scenario is lower than that
in the indoor–indoor scenario, but the noise energy is dis-
tributed over a wide range of frequencies. On the other
hand, noise in the indoor–indoor scenario is from other
people talking in the background. This noise has lower
energy but occurs in the same frequency range as the
speaker’s signal. We hypothesize that these conflicting fac-
tors even out and result in similar performance for voice in
the indoor–indoor and outdoor–outdoor scenario. The
worst performance of the voice system occurs in the
indoor–outdoor scenario – where the performance drops
to 67% TAR at 1% FAR.



Fig. 3. ROC curves describing the performance of (a) face and (b) voice systems in different scenarios.
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We observe that both the face and voice systems suffer a
drastic reduction in performance (about 20%) in the
indoor–outdoor scenario compared to the indoor–indoor
scenario. The face system suffers because a model built
solely from indoor templates cannot capture the light vari-
ations of outdoor images. Similarly, the voice system suf-
fers because of mismatched noise conditions.

4.2. Intramodal fusion in the indoor–outdoor scenario

In this section, we study how the poor performance of
unimodal systems in the indoor–outdoor scenario can be
improved. First, we study the role of min–max and z-score
normalization in improving the system performance. Next,
we investigate the effects of sum and max fusion on system
performance. Finally, we study the combined effects of nor-
malization and fusion on the individual face and voice sys-
tem performances.

For each subject, the two outdoor probes were matched
to two indoor samples generating four genuine and 460
Fig. 4. Intramodal fusion results for face in the indoor–outdoor scenario. (a)
effect of different fusion techniques. (c) and (d) show the effect of fusion on th
impostor scores. Thus for the raw and normalized ROCs,
a total of 464 genuine and 53,360 impostor scores were
used. Because there are six ways of combining four genuine
scores (4C2), a total of 696 genuine and 80,040 impostor
scores were used for the fusion ROCs.

Fig. 4 shows several ROCs characterizing the perfor-
mance of the face system in the indoor–outdoor scenario.
Fig. 4(a) shows the effect of score normalization. The raw
performance of the face system is 80% TAR at 1% FAR.
Both, z-score and min–max normalization are effective,
improving the performance by 13% and 15%, respectively.

Fig. 4(b)–(d) shows the result of sum and max rule
fusion of the raw, min–max normalized and z-score nor-
malized scores, respectively. The performance improve-
ment in each case is about 3–5%. These curves also show
that the max rule performs better than the sum rule and
that min–max normalization slightly outperforms z-score
normalization.

Min–max normalization and max fusion results in 96.4%
TAR at 1% FAR, yielding a 16.4% improvement over the
shows the effect of different score normalization techniques. (b) shows the
e min–max and z-score normalized scores, respectively.



Fig. 5. Effect of normalization on the face system score distributions. (a) shows the genuine and impostor score distributions from the face system.
(b) shows the score distributions after z normalization. Normalization results in reducing the overlap between the genuine and impostor scores.
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original system. The major contribution to this improve-
ment is from normalization.

The drastic improvement in performance after normal-
ization can be explained with the aid of Fig. 5. The genu-
ine scores generated by the system have a high variance as
can be seen from Fig. 5(a). However, the separation
between an individual’s genuine and impostor scores is
low. Thus a probe that generates high genuine scores will
also generate considerably high impostor scores. Since the
genuine distribution has high variance, some genuine
scores are lower than such a probe’s impostor scores,
leading to classification errors. Score normalization results
in translating and stretching the scores so that the over-
lapping area between the genuine and impostor scores
is reduced as seen in Fig. 5(b) resulting in better
performance.

Fig. 6 shows various ROCs characterizing the voice sys-
tem in the indoor–outdoor scenario. Fig. 6(a) shows that
min–max normalization performs better than z-score nor-
Fig. 6. Intramodal fusion results for voice in the indoor–outdoor scenario. (a)
effect of different fusion techniques. (c) and (d) show the effect of fusion on th
malization and improves the original performance by
12%. Fig. 6(b) shows that for the raw scores, fusion using
the max rule is better than the sum rule, improving the
original performance by 7%. Fig. 6(c) and (d) shows
the effect of different fusion schemes on the min–max and
z-score normalized scores, respectively. The additional
improvement from fusion is 4–7%. Overall, using min–
max normalization and max rule fusion, the original sys-
tem performance improves by 17%.

Interestingly, from Fig. 6(a), we observe that z-score
normalization worsens the performance at FARs below
1%. To further investigate this, we studied the histograms
of the raw and z-score normalized scores. From Fig. 7(a)
we observe that the raw genuine score distribution is
skewed so that the mode is greater than the mean. It is
also evident that the distribution is not Gaussian and
hence z-score normalization will not yield optimal results
(M2VTS; Messer et al., 1999; Sim et al., 2003). z-Score
normalization pulled the mode closer to the mean, leading
shows the effect of different score normalization techniques. (b) shows the
e min–max and z-score normalized scores, respectively.



Fig. 7. Effect of z-score normalization on the voice system score distributions. (a) shows the genuine and impostor score distribution of the raw voice
systems scores and (b) shows the score distributions after z-score normalization.

Fig. 8. Multi-modal fusion results. (a) shows the performance of different normalization and fusion schemes for combining face and voice scores.
(b) compares the performance of multi-modal fusion to intramodal fusion of the individual modalities.
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to greater overlap with the tail of the impostor distribu-
tion, worsening the system performance at low FARs.

From Figs. 4 and 6 we observe that min–max normaliza-
tion has a slight edge over z-score normalization as
reported in various indoor–indoor studies. Also, we find
that max rule fusion outperforms sum rule fusion which
differs from observations in some other studies (Indovina
et al., 2003; Ross and Jain, 2003; Jain et al., 2005). This
is because the score distributions in our indoor–outdoor
study vary from those found in indoor studies. We conjec-
ture that the optimality of the fusion rule depends on the
distribution of the genuine scores – if the genuine scores
are Gaussian distributed, then the sum rule usually per-
forms better. However, if the match scores distributions
are skewed, as seen in Figs. 5(a) and 7(a), then max rule
seems to be better.

4.3. Multi-modal fusion in the indoor–outdoor scenario

For multi-modal fusion in the indoor–outdoor scenario,
two outdoor probe samples were matched to two indoor gal-
lery samples generating four genuine scores. Four genuine
scores for each modality give rise to sixteen possible multi-
modal fusion combinations (4C1 · 4C1). Thus for each
normalization and fusion scheme, the ROC curve was
generated using 1856 genuine and 213,440 impostor scores.

Scores from the face and voice system were normalized
using either min–max or z-score normalization and fused
using the sum or max rule. Fig. 8(a) shows the system per-
formance obtained using these different normalization and
fusion schemes. We see that schemes using the max rule
fusion outperform those using the sum rule. As with intra-
modal fusion, we see that min–max normalization followed
by max rule fusion has the best performance. Compared to
performance of original face system (shown in Fig. 3), this
scheme yields an 18.7% improvement in performance.

Fig. 8(b) compares the performance of multi-modal
fusion to the intramodal fusion performance of face and
voice. After intramodal fusion, the face system performs
almost as well as the multi-modal system. The multi-modal
system performance is 2.4% greater than the face system.

5. Conclusions

In this paper, we describe studies conducted on a novel,
truly multi-modal, indoor–outdoor database. This is one of
the first studies which deal with both face and voice, and
their intramodal and multi-modal fusions in an indoor–
outdoor physical access scenario. The study mimics a real-
istic scenario as face and voice samples were collected from
the same person under conditions typical to that of an
operational scenario.

From this study, we uncover certain interesting observa-
tions. Firstly, we observe that for both face and voice,
the indoor–outdoor performance is the worst. The fact
that the outdoor–outdoor performance is better than the



1580 H. Vajaria et al. / Pattern Recognition Letters 28 (2007) 1572–1580
indoor–outdoor performance suggests that the perfor-
mance of the systems is better if the enrollment and verifica-
tion conditions are similar, even if the conditions are noisy.

Secondly, we find that the max rule performs better than
the sum rule in our dataset which differs from previously
reported results. This is probably due to the indoor–out-
door nature of our database which results in highly skewed
genuine score distributions.

Thirdly, we find that score normalization significantly
improves the performance (12–15% at 1% FAR) for both
systems. This improvement is much greater than that
observed in other studies and can be attributed to the
indoor–outdoor nature of the dataset.

Finally, we find that in the indoor–outdoor scenario, the
performance of intramodal fusion of the stronger modality
approaches that of multi-modal fusion. Similar observa-
tions are made in (Chang et al., 2005), where a fusion of
2D and 3D face images is studied. Thus in order to improve
the performance of an existing system, one might exploit
intramodal fusion rather than incur the cost of adding an
additional modality.

In the near future, we will investigate and report on the
effects of time variations on performance in all three sce-
narios. We plan to study the advantages of a multi-sample
enrollment, when the samples come from both indoor and
outdoor scenarios. We will also devise optimal normaliza-
tion and fusion strategies for the physical access scenario.
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