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Abstract

The front end of many motion analysis algorithms is usu-
ally a process that generates bounding boxes around each
moving object, roughly segmenting the objects from the
background. Processing to finely define the moving object
boundary can follow, but only within these rough bounding
boxes. In this paper, we consider a method that exploits
the structure and organization in the spatio-temporal block
(XYT) of motion data to create bounding boxes around mov-
ing objects. This method has been shown to be robust with
respect to illumination changes,noise, and occlusion events.
This algorithm, however, begins with a 3D edge detection
step across a sequence of images, which is a time consum-
ing process. We have mapped this 3D edge detection to
run on any MPI enabled parallel computer, thus achieving
significant speedups especially for large image frames. We
present results on sequences of various sizes and lengths
from the recently formulated Human ID Gait Challenge
Problem dataset. We compare the quality of the automat-
ically created bounding boxes with the semi-autonomously
generated boxes that come with the Gait Challenge dataset.

1. Introduction

Motion segmentation, which is the identification of re-
gions of an image exhibiting independent motion, is an im-
portant and difficult task in sequence analysis. It is often
used as a preprocessing step in target acquisition, surveil-
lance, intruder identification, model based tracking, gait
recognition. [6] [5] [2] [4] Often the segmentation does
not need to be exact, but may take the form of a bounding
box around the moving object.

Common approaches to motion segmentation include
frame differencing, optic flow, and use of extended features.
Frame differencing techniques usually only work well in
settings where background and illumination changes can be
controlled. These techniques are also susceptible to noise.
Optic flow techniques aggregate regions with common mo-

tion vectors. These techniques are less effective in the pres-
ence of noise, illumination changes, and occlusion events.
Extended feature techniques rely on matching regions or
objects between frames in a sequence. There may be prob-
lems related to generalizing the feature sets and occlusion
events.

Recently, Sarkar, Majchrzak, and Kormilli [7] presented
a method for motion segmentation based on 3D spatio-
temporal volume analysis and perceptual organization prin-
ciples, referred to as the POM method in this paper. This
method was shown to be robust with respect to image noise,
drastic illumination changes, and occlusion events. The
output of this technique was a set of 2D convex hulls for
each moving object. However, these convex hulls tended
to enclose just the upper body of each moving person and
did not fully enclose the legs. In this paper, we extend the
POM method to allow for the automatic creation of bound-
ing boxes around the whole person. Another contribution
of this paper is the parallel mapping of the POM method
on MPI enabled clusters. This environment has not receive
much attention from the computer vision community [3].

Section 2 gives a brief review of the POM technique and
the algorithm used to determine the bounding boxes. In sec-
tion 3, the parallelization of the 3D edge detection code is
discussed. In section 4, we present results on the efficiency
of the parallel code and compare the bounding boxes pro-
duced by the method to minimal bounding boxes and to
those generated semi-autonomously with human-program
interaction.

2. Motion Segmentation
This section will give a brief review of the POM segmen-

tation method. This is not meant to be an exhaustive review,
but is included for clarity. Those wishing more detail are
referred to [7]. POM is a method of motion segmentation
based on spatio-temporal volume analysis using perceptual
organization principles. The input to this method is a long
sequence (� ��) of images. The POM algorithm proceeds
as follows:

1. Perform 3D edge detection using an extension of the
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2D Canny edge detector.
2. Use the 3D local gradient as an estimate of the normal

to a plane passing through that point.
3. Perform a Hough transform by having each point vote

for the plane estimated in the previous step. Since
edges produced by the background are approximately
parallel to the time axis. The votes are weighted by the
angle of the gradient to the time axis. This reduces the
effect of background edges and favors dominant mo-
tion over very slow moving objects.

4. Maximum suppression is then applied in a nxn window
in the Hough space.

5. The convex hull of all the points voting for each plane
(the temporal envelope) is calculated.

6. The union of this hull is intersected with the
plane,which results in the spatial envelope.

7. Because a moving object may trace out multiple planes
in the 3D volume, each object may give rise to multi-
ple temporal envelopes. For this reason, the tempo-
ral envelopes (and their respective spatial envelopes
are grouped using Gestalt relationships. The saliency
of the relationships are quantified by employing a
Bayesian network.

One problem with the original version of the POM tech-
nique was that the spatial envelopes did not always bound
the entire moving object. Hence, it would not be sufficient
as a preprocessing step for other algorithms. This paper
extends the POM algorithm by creating rectangular bound-
ing boxes that completely surround the moving object. The
bounding boxes are produced as follows:

1. Combining all of the spatial envelopes contained in
each group produced by the Bayesian network.

2. Form minimum 2D convex hull from the intersections
of the vertices of the spatial envelopes in each group,
and the image plane.

3. Calculate the center of mass of the hull, maximum
width, and maximum height.

4. A bounding rectangle is formed with its center at the
center of mass of the hull, and extending horizon-
tally and vertically by ��� of the maximum width and
height, respectively. The dimensions of this rectangle
may be padded by fixed pixel amounts or by some per-
centage of the height or width. This padding is done
independently to the height and width.

3. Parallelization

Approximately ��� of the runtime of the algorithm dis-
cussed above is spent in the 3D edge detection step. This
can be prohibitive for long sequences of large images (see
Figure 1). Therefore by Amdahl’s Law, this is the portion
of the algorithm that will give the best overall performance

enhancement if it is made more efficient. One method of
realizing this speed up is by parallelizing the code. Because
cluster computers are common and relatively inexpensive,
this environment was chosen for these trials. The system
was a Beowulf cluster. The cluster consisted of 48, 1.8 GHz
Athlon based nodes. Of these, 24 were available for testing
on a regular basis. It should be noted that the cluster avail-
able for these trial was a production system, and as such was
under partial load during these trials. While this is less de-
sirable than an unloaded cluster for time trials, it favors the
single node runs. The results should be better for parallel
execution on an unloaded cluster.

The 3D edge detection part of the code was parallelized
using MPI. This is a widely used set of libraries for par-
allelization. In this case, the method of parallelizing the
code was fairly straightforward. The data was divided along
the time axis. The image sequence was read by the master
node of the cluster and distributed to each processing node.
The size of the masks for smoothing in the edge detection
code was controlled by a parameter given to the program.
The data was distributed to the compute nodes by forming
blocks that overlapped by this smoothing scale parameter.
This enable the algorithm to be performed to the bound-
ary of the data at each node without requiring communi-
cations between the nodes. Once the edge detection was
complete, the resulting edge data was returned to the master
node where the algorithm continued as discussed for the se-
rial code. It should be noted that this same parallel structure
would work for 2D edge detection, and should work well on
any volumetric algorithm that does not require global com-
munications.

Image Size
(Bytes)

Sequence
   Length Time (seconds)

Edge Detection

2416

369

61

1 4

41

265

n/a4181

8

 34

144

6429 792

121

45

173

792

60

83140

48335

335

133

355345605

Figure 1. Parallel Time Results

4. Results: Parallelization

The data for these trials were image sequences used in
the Human ID Gait Challenge Problem [6]. It consists of
sequences of a person walking along an elliptical path in
front of static cameras. There are several interesting results
with respect to the parallelization performance, as presented
in Figure ??. The optimum number of nodes for a sequence
is dependent on the characteristics of the sequence. In par-
ticular, the size of the image volume plays a large role. This
does not mean that the maximum number of nodes should
be used in all cases. Examining the results from the first
sequence, the best results came from using 8 nodes. This is
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not a surprising result. When parallelizing, one of the most
basic principles is that the amount of data must give rise to
significant computation for a parallel implementation to be
efficient. In this case the amount of data was sufficient to
achieve a decrease in processing time up to 8 nodes. When
using over 8 nodes the amount of data was insufficient and
the overhead of using the extra nodes caused the process-
ing time to go up. This trend continues for the second and
third sequences. For the moderate size second sequence the
fastest time was using 16 nodes and for the larger third se-
quence 24 nodes gave the best results.

A result worth noting is seen in the last row of Figure ??.
When attempting to run the large sequence on 4 nodes the
size of the data block to be sent to each node was so large
that the communication was inefficient, which lead to the
time going up from 1 to 8 nodes. Much of this inefficiency
may be due to the interconnect on this system. It uses a
100Mb Ethernet connection. The delay due to communica-
tions would probably be less on a cluster with a 1000Mb or
Myrinet interconnect [1].

5. Results: Bounding Boxes

The data for these trials were image sequences used in
the Human ID Gait Challenge Problem. We used �� im-
age sequences of humans walking fronto-parallel to the im-
age plane. The lengths of the sequences used varied from
131 frames to 249 frames. To test the quality of the bound-
ing box algorithm we compare the size of the boxes created
by the algorithm to the minimal bounding box. The mini-
mal bounding box for each frame was constructed using sil-
houettes obtained by background subtraction within semi-
autonomously created bounding boxes. For each frame the
minimum and maximum � and � coordinates were extracted
and used to calculate the minimal bounding box. For details
on the construction of the semi-autonomous boxes, and the
silhouettes see [6].

To give perspective to this comparison we include the
size of boxes created by the semi-autonomous boxes, which
were created by having a human outline a bounding box
on the first, middle, and last frame of the sequence. The
boxes for the other frames were interpolated from the man-
ual ones, using the upper-left and bottom-right corners of
the boxes. The boxes were specified conservatively and
are not minimal. The sizes of the bounding boxes for each
frame of all �� sequences were averaged. These averages
and the ratio of each to the average size of the minimal
bounding box are given in Figure 2.

The amount of padding used for the autonomous genera-
tion of bounding boxes by the POM algorithm were selected
so that one set of parameters would ensure boxes that con-
tained the entire moving object across all of the sequences.

First, we present results with single a chosen parameter
set of the POM method across all the 20 sequences; param-

Minimal
Average/Average

Size

Minimal

POM

Semi−automous

5297 1.0

8195 1.55

1.9010103

Figure 2. Bounding box sizes (in pixels) con-
stant parameters

Minimal
Average/Average

Size

Minimal

POM

Semi−automous

4683 1.0

7506 1.60

1.396498

Figure 3. Bounding box sizes (in pixels) varied
parameters

eters are not varied on a per sequence basis. Figure 2 shows
the averages size of the bounding boxes produced by the
three methods described above. There were no differences
in the bounding boxes produced by the serial version of the
algorithm and those produced by the parallel version. Al-
though the boxes generated by the POM algorithm are, on
the surface, much larger than both the minimal boxes and
the semi-autonomously generated boxes, this is something
of an apples and oranges comparison. The minimal boxes
are generated on a per frame basis. This means that as the
person is stepping, the box expands and contracts with the
size of the stride. Both the semi-autonomous and the POM
boxes were generated using a single size across the entire
sequence, and hence will be larger than the minimal. Fig-
ure 4(a) shows a typical frame with the boxes from all three
methods. The red (smaller) box is the minimal box, the
green (medium) from the semi-autonomous method, and the
blue (largest) from the POM algorithm.

Second, we present results when parameters of the POM
method are adjusted on a per sequence basis. This is not
entirely unreasonable, since the other two methods do im-
plicitly adapt itself to the sequence, one via a human opera-
tor and other using the computed silhouette. In fact, tuning
the parameters on a per sequence basis resulted in the au-
tonomous method producing tighter bounding boxes than
the semi-autonomous method for several of the sequences.
Figure 4(b) shows the same frame as Figure 4(a) with the
parameters for the POM algorithm are adjusted for this se-
quence. Notice that the blue box is now smaller than the
green box. Figure 3 give the average sizes (in pixels) for the
three algorithms on this sequence when the POM algorithm
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parameters have been adjusted.
Overall, the parallelized POM algorithm successfully

created bounding boxes that encapsulated the person walk-
ing in all 20 sequences. The only exception was that in 3
of the sequences the last 3-5 frames had some drift on the
bounding box which caused it to move up or down so that
the feet or the head respectively were not in the bounding
box. If additional frames of the sequence, beyond what was
used for the semi-autonomous trials are included, these ar-
tifacts disappear.

One final note on the differences between the semi-
autonomous and the POM algorithms. The method used
in the semi-autonomous program assumes the motion will
be fronto-parallel [6]. If the motion is not of this type a
linear interpolation of the bounding box may not work and
the amount of human interaction may have to increase. The
POM algorithm without the bounding box extension, has
been shown to work on motion that is not strictly fronto-
parallel [7]. While not included in this study, there is every
reason to believe that the bounding box extension would
work in these cases as well.

The bounding box extension has been applied to some
of the sequences from the original POM paper [7]. These
trials included sequences with multiple persons, occlusions,
and sudden illumination changes. In each case the bound-
ing box extension created bounding boxes that encapsulated
the moving figure(s) and were of reasonable size. A typi-
cal frame from a sequence with three people moving in the
two directions is shown in Figure 5. This sequence shows
the quality of the segmentation. Not only were there multi-
ple occlusion, but because of the natural setting, there were
changes in illumination and changes in the background pat-
tern over time.

(a) (b)

Figure 4. Red - minimal box,Green - semi-
autonomously and blue - fully autonomous
(a) No parameter adaption (b) Parameters are
adapted per sequence.

Figure 5. Multi-Person Sequence

6. Conclusions

This work has shown that it is possible to parallelize
the XYT perceptual organization based motion segmenta-
tion algorithm, thus adding to the benefits of the approach.
Previously, it was shown that the method was robust with re-
spect to drastic illumination changes and some camera mo-
tion. In this work we showed that method could be made
faster via parallelization. We also demonstrated that the in-
complete segmentation of the original POM method could
be extended to create bounding boxes around moving ob-
jects. These results were compared to minimal bounding
boxes and semi-autonomously generated boxes.
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