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Abstract

We investigate methods to infer the best affine trans-
formation based face recognition algorithm; which op-
erates by projecting given images to a low-dimensional
space, followed by distance computations. This cat-
egory includes the following well known methods for
recognition: the Principal Component Analysis (PCA),
Linear Discriminant Analysis(LDA), and Independent
Component Analysis (ICA). The desired affine trans-
formation is not restricted to that which results in an
orthogonal space and can involve shear and stretch.
We adopt an approach that has a reverse engineering
flavor. Starting from distances computed by any face
recognition algorithm, such as the FRGC baseline algo-
rithm, we learn the best affine transform that approxi-
mates it. We propose a closed form solution for this
based on classical Multidimensional Scaling (MDS).
Next, this affine transform is refined by considering the
modification of a given distance matrix, which will en-
hance the separation of match and non-match scores.
The affine transform that produces the best Receiver
Operating Characteristic (ROC) is selected. The data
from Face Recognition Grand Challenge (FRGC-v2.0)
reveals that learned affine transformation results in a
better performance than the FRGC baseline algorithm.

1. Introduction

One of the most common approaches to face recog-
nition involves projecting face templates into a low-
dimensional space, found by a statistical analysis such
as PCA, LDA, or ICA. This is followed by computing
distances between the projected points. Excellent re-
cent reviews of face recognition literature can be found
in [1][2]. In several instances, the projection operation
can be expressed as a linear transformation, �y = A�x,
where �x is a (mean subtracted) vector representation
of the image. In PCA, the transformation A is orthog-
onal, composed from the dominant eigenvectors. This
paper addresses the problem of how to find the best,
not necessarily orthogonal, affine transform based face
recognition algorithm. We seek a transformation A
that is a composition of orthogonal (or rigid) and a non-
rigid (shear and stretch) transformation, A = AnrAr.
Optimality is defined in terms of verification rate ver-
sus false alarm rate, i.e. ROCs, which are the com-

monly used performance measure for biometrics. Sim-
ilar questions have also been addressed by Liu and Sri-
vastava [3]; however,for solely the orthogonal transfor-
mations, i.e. Anr = I, the identity matrix is consid-
ered . They cast it as an optimization problem over
the space of possible transformations. Our work offers
a more direct method to find the general affine trans-
formation, which is not necessarily orthogonal.

This approach has a reverse engineering flavor and is
sketched in Fig. 1. We started from a distance matrix
computed by any face recognition algorithm on a given
set of images. In this paper, we used the FRGC base-
line algorithm, which is PCA along with Mahalanobis
cosine distance. This distance matrix is modified to
increase the separation between match and non-match
score distributions; we characterized this modification
by a parameter, ρ. The next part of the solution em-
beds these modified distances using statistical methods
such as multidimensional scaling (MDS) [5]. Given dis-
tances between pairs of points, MDS enables embed-
ding the data in a multi-dimensional space, where the
distances are close to the given distance matrix. How-
ever, unlike MDS, which provides an embedding solely
for the given data set, we sought a transformation that
can be used to map any given image to this embed-
ding space. Thus, we derived a closed form solution
for arriving at such an affine transformation. For each
value of ρ we have an affine transform. Each choice
of affine transform will result in a corresponding ROC.
We chose the affine transform, which resulted in the
best ROC.

The next section shows to arrive at an affine trans-
formation to map given images to a space, such that
the distances between them matched the given distance
matrix. This is followed by a description of the pro-
cess that refines the starting affine transform which en-
hanced performance. The training and test sets used to
validate this idea are presented, followed by results on
the FRGC-v2.0 dataset. We conclude by introducing
connections to related work in non-linear embedding
and machine learning.

2. From Distances to Affine Transformation

At the core of any face recognition algorithm is a
module that computes distance (or similarity) between
two face images. Given distances between a set of im-
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Figure 1. Steps involved in inferring the best
affine transform based face recognizer, start-
ing from distances computed by the FRGC
baseline algorithm.

ages, an affine transform can be constructed to model
these distances. More specifically, the objective is to
find an affine transformation of face images that pro-
duces the distance between the transformed images
matches with a given distance set. Mathematically,
if �xi and �xj are the row scanned vector representations
of two images, the objective is to determine the trans-
form A such that dij − ||A(�xi)−A( �xj)|| is minimized.
The derivation of the function A is based on the sta-
tistical method of multidimensional scaling (MDS) [5].
Let n faces have dissimilarities {δrs} computed between
them. The goal of multidimensional scaling (MDS) is
to find a configuration of points; which represents these
faces in a p dimensional space; so the distance between
two points, r and s, denoted by drs “matches” the cor-
responding computed dissimilarities.

Let,

1. �xi be the N2 × 1 sized column vector formed by
row scanning the N × N i-th image.

2. X = [�x1, · · · , �xK ] be the matrix composed out of
the image vectors.

3. ∆ij be the distance between two images, �xi and �xj ,
that a given algorithm computes. These distances
can be arranged as a K × K matrix D = [∆2

ij ],
where K is the given number of images.

4. A(M × N2) matrix is used to linearly transform
the input image vector.

�yi = A�xi (1)

5. The squared Euclidean distance between �yi and �yj

is given by,

d2
ij = (�xi − �xj)T (AT A)(�xi − �xj) (2)

The distances are stored in a K × K matrix Λ =
[d2

ij ]

Let,
Λ = D (3)

The matrix A, or the affine transform, has to be
determined such that

(AX)T (AX) = −1
2
HΛH (4)

where

H = (I − 1
N

�1�1T ) (5)

where I is the identity matrix, �1 is the vector of ones.
This operator H is referred to as the centering opera-
tor. Applying this operator to both sides of Eq. 3 pro-
duces

(AX)T (AX) = −1
2
HDH = B (6)

The matrix B is referred to as the “centered” ver-
sion of D. If D is Euclidean, then it can be shown that
the matrix B is the inner product matrix of the coordi-
nates [5]. We will refer to the transformed coordinates
as XMDS . Thus,

(AX)T (AX) = (XMDS)T (XMDS) (7)

These coordinates can be computed by different
MDS embedding Schemes such as classical, least
squares, or ISOMAP. However, we chose the simplest
possible scheme, the classical scheme [6][5], which ar-
rived at the solution based on the singular value decom-
position of B = VMDS∆MDSVT

MDS where VMDS ,
∆MDS are the eigenvectors and Eigenvalues, respec-
tively. Assuming that B represents the inner product
distances of an Euclidean distance matrix, the follow-
ing coordinates result, given by

XMDS = (VMDS∆
1
2
MDS)T (8)

This decomposition is possible if the underlying dis-
tance matrix D is Euclidean. To handle non-metric or
non-Euclidean Dissimilarities, and also to handle sim-
ilarities, we first transformed them into Euclidean dis-
tance. For this, we relied on Gower and Legendre [6][5].
They revealed how dissimilarities can be tested for met-
ric and Euclidean properties, and can be transformed
to possess these properties if they are absent.
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• If D is non-metric then the matrix constructed
from elements δrc + c (for every r �= c) is metric,
where c ≥ maxi,j,k |δij + δjk − δjk|.

• D is Euclidean only if the matrix B is positive
semi-definite. If B is positive semi-definite of rank
p, then a configuration in p dimensional Euclidean
space can be found.

• If D is a dissimilarity matrix, then there exists
a constant h such that the matrix with elements
(δ2

rs+h)
1
2 is Euclidean, and where h ≥ −2λn is the

smallest eigenvalue of B. In this application con-
text of face recognition, additive constants to the
computed dissimilarities do not alter performance.

• If S is a positive semi-definite similarity matrix
with elements 0 ≤ srs ≤ 1 and srr = 1, then
the dissimilarity matrix with elements δ

′
rs = δrs +

c(1 − δrs) is Euclidean, where c = −2λn is a con-
stant and δrs is Kronecker delta. λn is the smallest
eigenvalue.

To arrive at a solution to Eq. 7, we found A such
that,

XMDS = AX (9)

A can be considered to have to two parts: the non
rigid part (Anr) and the rigid part (Ar). Hence, A
can also be expressed as A = AnrAr. Eq. 9 can now
be written as,

XMDS = AnrArX (10)

The rigid part Ar can be arrived at by PCA. Let the
PCA coordinates be denoted by XPCA = ArX , where
XPCA are the original coordinates projected onto the
PCA space. The following equation results:

XMDS = AnrXPCA (11)

Substituting Eq. 11 in Eq. 8 results in the following:

AnrXPCA = (VMDS ∆
1
2
MDS)T (12)

Hence, it can be shown that XPCAXT
PCA = ΛPCA

where ΛPCA is the diagonal matrix with the PCA
eigenvalues.

XPCAXT
PCA = (ArX)(ArX)T

XPCAXT
PCA = Ar(XXT )AT

r

XPCAXT
PCA = Ar(AT

r ΛPCAAr)AT
r

However, ArAT
r = I where I is an identity matrix.

Thus,

XPCAXT
PCA = ΛPCA (13)

Multiplying both sides of Eq. 12 by XT
PCA

AnrXPCAXT
PCA = (VMDS ∆

1
2
MDS)T XT

PCA (14)

Finally, from Eq. 14 and Eq. 15 the results include:

Anr = (VMDS ∆
1
2
MDS)T XT

PCAΛ−1
PCA (15)

3. The Search for Optimal Affine Transform

The method outlined in the previous section can be
used to arrive at a affine transformation for a given dis-
tance matrix. The best affine transform should maxi-
mize the recognition performance, as measured by the
ROC. We searched for this “optimal” affine transform
by considering the affine transforms corresponding to
the given distance matrix, and they were transformed
in the following manner:

The entries of a distance matrix, ∆ij , can be par-
titioned into two sets, namely Dmatch and Dnonmatch,
which represents a set of match scores and a set of non
match scores, respectively. The separation between the
match and non-match scores determines the verifica-
tion performance. We modified the match scores in
the following manner. Let

δij =
{

∆ij if ∆ij ∈ Dnonmatch

ρ∆ij if ∆ij ∈ Dmatch

where, ρ is the scaling factor of the matching scores.
This scaling factor ρ modifies the separation of the
match scores from the non-match scores. We consid-
ered the affine transformation that optimized the ROC
performance, by exhaustively searching ρ over a finite
set of values between 0 and 1 .

4. Training and Test Sets

We conducted experiments within the framework of
the Face Recognition Grand Challenge (FRGC) prob-
lem [4]. The training process consists of two steps:
first, is by computing a PCA subspace, and second, is
by performing MDS on the given (modified) distance
matrix (Fig. 1). The rigid part of the transform, Ar,
is arrived at by PCA. The non-rigid part, Ar, is de-
termined by the MDS of the distance matrix that is
approximated. The distance matrix used for training
includes the transformation of the distances computed
by the baseline algorithm in FRGC-v2.0, which are be-
tween the images in the training set. The transfor-
mations alter the separation between the match and
non-match scores.
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It may also be noted that the baseline algorithm is
PCA + Mahalanobis Cosine distance measure, as im-
plemented by CSU [7]. Strictly speaking, the CSU code
computes a “similarity” measure. We transformed it
into a “distance” by negating it and adding a constant
to make it positive. Note that adding constants to
similarity (or distances) does not change the biometric
performance.

Our training procedure produces the affine trans-
formation based solely on a the training data subset
provided in FRGC-v2.0, due mainly to computational
considerations. The training procedure requires the
computation of eigenvalues and eigenvectors of a ma-
trix, whose size is dependent on the number of images.
This use of only a subset for training is validated by
the recent experimental observations in [4]a training
set containing 2048 images produces a similar perfor-
mance compared to a training set containing 4096 and
8192 images; this was for the PCA-based baseline algo-
rithm. Out of the 12,776 still images from 222 subjects,
we chose 2048 images that consisted of faces from 205
subjects with a maximum of 10 images per subject.

In this paper, we revealed results for Experiments
1, 2 and 4 involving 2D intensity face images only. Ex-
periment 1 is designed to examine the performance of a
recognition system from frontal images with controlled
illumination. Simillarly, goal of experiment 2 is to eval-
uate the performance in presence of multiple images
per person. Target and query set in Experiments 1
and 2 are equal and contain 16,028 images. However,
in Experiment 4, the target set consists of 16,028 im-
ages with controlled illumination and query set consists
of 8,014 images with uncontrolled illumination. The
details of these experiments can be found in [4].

5. Results

To determine the learnt affine space, we visualized
the top three affine dimensions as faces and compared
them with the PCA, as shown in Fig. 2. The dimen-
sions captured the set of dominant features used to
characterize a face. Each of these images highlighted
the variation in a particular feature for the given set of
images. Both very dark and very bright regions signi-
fied the importance. Thus, the top dimensions with the
maximum eigen value signified the features with max-
imum variation across the subjects. We determined
that the dimensions indeed varied from the PCA di-
mensions.

The ROC performance variation with the match
score scale factor, ρ, on the training set is shown in
Fig. 3. All results are presented without score normal-
ization. We noticed that the performance of the affine

(a)

(b)

Figure 2. Top three dimensions of the (a) PCA
space and (b) the top three dimensions of the
learnt affine space (bottom row).
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Figure 3. Training set performance: ROCs
with different scaling value (ρ).
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transformation with no scaling resembled the baseline
algorithm. The Mahalanobis distance measure was em-
ployed for both the algorithms. However, as the shift
increased, the performance increased and then started
to decrease. For a shift with ρ = 0.50, the training
performance improvement over the baseline was the
maximum. There was about a 75% improvement in
the verification rate at 0.1% false alarm rate.

Fig. 4 shows the match and non-match distributions
of the scores for the baseline and the learnt affine with
the best performance. Significant overlap exists be-
tween the match and non-match distributions for the
baseline algorithm on the training set. Hence, one no-
ticed that the training set included both controlled
and uncontrolled lighting data. We did not attempt
to choose subsets of the training set to reflect the vari-
ations in the validation sets for the experiments. No-
tice that the score distributions computed by the affine
transformation are separate. Particularly, the variation
in the match scores increased.
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0
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10000

15000

(a)

Match Score Distribution (baseline)
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Match Score Distribution (affine
approx. with 0.1 shifting)
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Non Match Score Distribution
(affine approx. with 0.1 shifting)

Figure 4. Match and non match score distribu-
tion of the baseline algorithm on the training
set are shown in (a) and (c), while those for
the learnt affine approximation, with ρ = 0.50,
on training set, are shown in (b) and (d).

Thus far we presented results on subsets of the train-
ing set only. In order to validate the optimal value of
ρ, we select another subset of training set, called val-
idation set, containing 1024 images with controlled il-
lumination. The performance of affine approximation
with different scaling value ρ is shown in Fig. 5. Based
on results on the validation set, shown in Fig. 5, the
value of ρ is set to 0.5 for the FRGC experiments.

Fig. 6 shows the ROCs for the learnt affine trans-
formation (with ρ = 0.5) on Experiment 1, 2 and 4.
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Figure 5. Validation set performance: ROCs
with different scaling value (ρ).

Each graph consists three ROC curves, named as ROC
I, ROC II and ROC III based on the time difference be-
tween target and query images. ROCI represents per-
formance on target and query images captured within
a semester. Similarly ROCII and ROCIII represents
performance between semester and within year respec-
tively [4]. In Fig. 7, we compare the performance of
affine approximation algorithm with baseline algorithm
for all the three experiment at FAR = 0.001 on ROCIII.
As we can observed the performance improved consis-
tently for all the three experiments, although not as
dramatically as in the training set. The training set
does not reflect the similar variation as in the target
and query set of each of these experiments. A proper
choice of the individual training set for different experi-
ments to reflect the variation between target and query
set might have resulted in higher performance.

6. Conclusions and Discussions

We proposed a new method for designing face recog-
nition algorithms based solely on affine transforms.
This class of algorithms, with PCA, LDA, ICA, etc.
as special cases, computes a transformation of the
given faces, followed by distance compute. We out-
lined a method to learn and refine the general class
non-orthogonal affine transforms, given distances com-
puted by a face recognition algorithm. The method
consists of computing a low-dimensional embedding of
the given distances using classical-MDS, followed by
computing the affine transform to map the given im-
age to this embedding. We showed results on Experi-
ments 1, 2 and 4 from FRGC-v2.0. Thus, it is possible
to achieve an improved performance over the baseline
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Figure 6. ROC Performance on FRGC Exper-
iments (a) Experiment 1, controlled still im-
ages against controlled still images (b) Ex-
periment 2, multiple controlled still images
against multiple controlled still images (c) Ex-
periment 4, controlled still images against
uncontrolled still images. ROC I, ROC II,
and ROC III represent comparisons within
semesters, between semesters, and over one
year time difference, respectively

Figure 7. Performance comparison of our ap-
proach with baseline algorithm at FAR = 0.001
for ROC III

algorithm, and there is scope for further improvement.
Although this paper based the affine transform on

the distances computed by the baseline algorithm, our
other studies [9] revealed that distances computed by
other algorithms can also be possible choices; they are
well approximated by an affine transform. Fig. 8 shows
the performance of the affine transform with that of the
Bayesian Interpersonal Classifier (BIC) based recogni-
tion algorithm [10] and Elastic Bunch Graph Matching
(EBGM) based recognition algorithm [11], as imple-
mented by CSU. The BIC is a template based algo-
rithm, yet it induces a more complex distance mea-
sure than simple Euclidean. The EGBM is a fea-
ture point based algorithm. The affine approximations
were trained on the 25 subjects from the FERET data
set [8]. The gallery and probe set consisted of 415 im-
ages each of 415 subjects in the Notre Dame data set.
The gallery set contained the images of these 415 sub-
jects when they first taken. The probe set contains the
images of the same 415 subjects with the maximum
time gap available from the subsequent times when the
images were re-acquired. Notice how well the two var-
ied types of algorithms can be approximated by affine
transforms. Future studies will explore starting from
distances induced by these algorithms.

Other than face recognition, related work consists
of those in a low dimensional placement of a given
set of points, which would approximate distances be-
tween them (or some property of the distances) in a
higher dimensional space. This is the goal in Multidi-
mensional Scaling(MDS) [5] and recent works in non-
linear manifold learning methods, all which include the
Isomap [12] and LLE [13] algorithms, use a collection of
local neighborhoods or exploit the spectral properties
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Figure 8. ROC performance of affine approx-
imation to (a) Bayesian Interpersonal Classi-
fier based recognition algorithm and (b) Elas-
tic Bunch Graph Matching based recogni-
tion algorithm on 415 subjects from the Notre
Dame dataset.

of adjacency graphs from which the global geometry
of the manifold is reconstructed. A distributional scal-
ing method by [14] describes a method for embedding
metric as well as non metric spaces in low dimensional
Euclidean spaces. A new method for dimensionality
reduction or learning underlying manifolds was pro-
posed in [15], based on semi definite programming.
It combines the concepts of semi-definite programming
for learning kernel matrices with spectral methods of
non linear dimensionality reduction. In our research,
we presently have used the simplest form of embedding,
i.e. classical MDS. However, future research could con-
sider the possibility of learning transformations to di-
rectly map any unseen image to these non-linear mani-
folds. Works in nonlinear embedding, as it is commonly
posed, do not seek such transformation, but rather seek
embedding a set of points, given their distances from
each other.

Another significant area to investigate includes ma-
chine learning that seeks to comprehend form of dis-
tance functions from examples of similar and non simi-
lar classes. This poses a somewhat more difficult prob-
lem than our case; we do have some estimate of the
distances. In [16] a distance metric learning method
is proposed that learns a distance metric preserving
the similarity/dissimilarity (binary 0 or 1) relationship
between a set of points. The method is based on pos-
ing distance metric learning problem as a convex op-
timization problem. A distance metric learning algo-
rithm with kernels was proposed in [17]. It describes
a feature weighting method that works in the input
space as well as the kernel space. Basically, it per-
forms a non parametric kernel adaptation. The dis-
tance learning method described in [18] learns by rel-
ative comparisons, which is a flexible way for describ-
ing qualitative training data as a set of constraints.
These constraints lead to a convex quadratic program-
ming problem solved by adapting standard methods
for SVM training. It can comprehend a distance met-
ric from qualitative and relative examples. Future re-
search would determine if any of these methods can be
used to learn distance function based solely on match
and non-match biometric examples.
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